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Lab 3110
Increased DNS Forgery Resistance Through 0x20-Bit Encoding

                        *SecURItY viA LeET QueRieS*

David Dagon, Manos Antonakakis, Paul Vixie, Tatuya Jinmei and Wenke Lee

Demo:

We describe a novel, practical and simple technique to make DNS queries more resistant to poisoning attacks: mix the upper and lower case spelling of the domain name in the query.  Fortuitously, almost all DNS authority servers preserve the mixed case encoding of the query in answer messages.  Attackers hoping to poison a DNS cache must therefore guess the mixed-case encoding of the query, in addition to all other fields required in a DNS poisoning attack. This increases the difficulty of the attack. We describe and measure the additional protections realized by this technique.  Since the benefits of our technique can be significant, we have simultaneously made this DNS encoding system a proposed IETF standard.  Our approach is practical enough that, just weeks after its disclosure, it is being implemented by numerous DNS vendors.
Bios: 

Manos Antonakakis received his diploma in 2004 from the University of the Aegean, Department of Information and Communication Systems Engineering. From November 2004 up to July 2006, he was working as a guest researcher at the National Institute of Standards and Technology, in the area of wireless ad hoc network security, at the Computer Security Division. Currently he is a PhD graduate student in the Georgia Institute of Technology, College of Computing, under Professor Wenke Lee's supervision. His main research interests include DNS protocol security analysis and mobile client authentication using virtual machines.

David Dagon is a PhD student in the College of Computing (GTISC) at Georgia Tech, and a student of Prof. Wenke Lee.  His research focuses on network security, botnets, DNS security, and honeypots.  His research into botnets has transitioned into a security startup, Damballa, where he is co-founder and Chief Scientist.

Notes:  

Vijay A. Balasubramaniyan





VoIP Lab 3124
Demo:
The growing popularity of IP telephony systems has made them attractive targets for spammers. Voice call spam, also known as Spam over Internet Telephony (SPIT), is potentially a more serious problem than email spam because of the real time processing requirements of voice packets. We explore a novel mechanism that uses duration of calls between users to combat SPIT. CallRank, the scheme proposed by us, uses call duration to establish social network linkages and global reputations for callers, based on which call recipients can decide whether the caller is legitimate or not. The demo shows the workings of the CallRank protocol in a simulated environment, where both legitimate callers and spammers exist. The client side of the CallRank protocol has been implemented in MJSip and the call interactions are instantaneously shown using an Open JGraph JAVA applet.

Bio:
Vijay A. Balasubramaniyan is a second year PhD student affiliated with the GTISC lab. He completed his undergraduate degree in Computer Science from India, after which he worked at Intel for a year and at Siemens for over 2 years before coming to pursue his PhD. His research interests include VoIP and network security and he has been working on VoIP related research both at Georgia Tech and as a summer intern for IBM Research labs, T. J. Watson. His paper CallRank was featured in the network world article: '12 spam research projects that might make a difference.

Notes:  

David Bauer








Room  3119
Identity Agent System using Minimal Information Disclosure Credentials

Demo:  

I will be showing and talking about a minimal disclosure credential system both by itself and in the context of a remote, network attached identity agent system.  These systems are used for securing authenticating a user to a remote system, while giving only the minimal information about the user necessary.  Future use should also include authenticating a remote system to a user and local authentication between different devices.

Bio:  

I am an Electrical and Computer Engineering PhD student at Georgia Tech.  My current research area is identity management, using topics from cryptography and distributed systems.  I hold a Bachelor’s degree in Computer Engineering and a Master’s degree in ECE from Georgia Tech.  I have previously worked at Oak Ridge National Lab doing research in distributed and parallel analysis of large-scale data.
Notes:  

Martim Carbone







Lab 3110
Demo:

Host-based security tools such as anti-virus and intrusion detection systems are not adequately protected on today's computers. Malware is often designed to immediately disable any security tools upon installation, rendering them useless. While current research has focused on moving these vulnerable security tools into an isolated virtual machine, this approach cripples security tools by preventing them from doing active monitoring. Lares is architecture that takes a hybrid approach, giving security tools the ability to do active monitoring while still beneﬁting from the increased security of an isolated virtual machine.

Bio:

Martim Carbone is a computer science PhD student in the College of Computing at the Georgia Institute of Technology. His research interests are focused on systems security topics involving virtualization and operating systems. Carbone has a B.Sc. and an M.Sc.

in computer science from the State University of Campinas (UNICAMP), Brazil. Contact him at mcarbone at cc dot gatech dot edu. (mcarbone@cc.gatech.edu)
Notes:  

Italo DaCosta







VoIP Lab 3124
Demo: 
Impact of Digest authentication in the performance and scalability of a SIP Proxy

A SIP Proxy is one of the core elements in a SIP infrastructure. Given the amount of possible applications that a SIP infrastructure can support and the different environments where it can be deployed, it is important to understand how a SIP Proxy performs and scales.  In this project we present an experimental study of the performance and scalability of a SIP Proxy when Digest authentication is configured, taking into account state management (stateful and stateless configurations) and the authentication credentials location (local and remote).  Our results show that authentication does affect considerably the performance of a SIP Proxy and limits its scalability. The use of Digest authentication with a local database and stateless configuration causes a drop of almost 30% of the total throughput when compare with a stateless configuration with no authentication. The performance is worst when a remote database is used, which causes a drop of almost 70% of the total throughput.   To improve the performance of a SIP Proxy with Digest authentication, we designed and implemented a cache credential mechanism to store in Proxy memory the credentials of the most active users, using a LFU cache replacement policy. Our initial results show that our cache implementation improves the Proxy performance by a 15% when a local database is used.
Bio:

Italo Dacosta is a first year CS PhD student at the College of Computing at Georgia Tech.  He is associated at the GTISC VoIP security lab where he works under the supervision of Prof. Mustaque Ahamad.  He completed his bachelor’s degree in Electronic and Communication Engineering at Universidad de Panama, Panama. Then he worked for 5 years as information security professional in Panama. After that he was granted a Fulbright scholarship to study a MS in Information Security at the College of Computing at Georgia Tech; degree that he completed in Spring 2007.  He is interested in VoIP security, network security (intrusion detection, and network monitoring), software security (vulnerability analysis, trusted computing, and binary analysis), and mobile and embedded platforms security. 

Notes:  

Guofei Gu








Lab 3110
Research on Botnet Detection at Georgia Tech

Demo:

Most of the attacks and fraudulent activities on the Internet are carried by malware. In particular, botnets have become the primary "platforms" for attacks on the Internet. A botnet is a network of compromised computers (or, bots) that are under the control of an attacker (or, botmaster). A botnet typically has tens to hundreds of thousands of bots, but some had several millions of bots. Botnets are now used for distributed denial-of-service attacks, spam, phishing, information theft, etc. With the magnitude and the potency of attacks afforded by their combined bandwidth and processing power, botnets are now considered as the largest threat to Internet security.

In this demo, I focus on addressing the botnet detection problem in an enterprise-like network environment. I present a correlation-based framework for botnet detection that consists of detection technologies already demonstrated in several systems (BotHunter, BotSniffer, BotMiner, and BotProbe). The common thread of these systems is correlation analysis (vertical correlation, horizontal correlation, and cause-effect correlation). These systems have been evaluated in live networks and/or real-world network traces, and the results show that they can detect real-world botnets with a very low false positive rate. These systems are starting to make an impact in the real-world.  For example, there have been more than 6,000 downloads of BotHunter in the first five months after its public release. In addition, BotHunter is now being transitioned into products by several security vendors.

Bio:

Guofei Gu is a Ph.D. candidate in the College of Computing at Georgia Tech, where he is affiliated with the Georgia Tech Information Security Center and the Center for Experimental Research in Computer Systems. His research interests are in network and system security; specifically intrusion detection and malware detection, defense and analysis. Further information is available at http://www.cc.gatech.edu/~guofei.
Notes:  

Danesh Irani




GTISC Common Area (between Labs)
Demo:

Phishing is currently one of the most significant and practical information security problems.  In 2007, phishing was responsible for a reported cumulative loss of $3.2 billion.  Unfortunately, due to the seemingly legitimate appearance of phishing messages and the constant evolution of phishing techniques, anti-spam techniques have been largely ineffective when applied to the phishing problem.  To help understand the evolutionary properties of phishing messages and ultimately gain insights into effective countermeasures, we performed a large-scale characterization of phishing messages.  Specifically, we investigated more than 300,000 phishing messages, which were collected over a 15 month period, and made various observations about the uniqueness, lifetime, and construction properties of those messages.  In this demo, we will summarize our methodology and present a few of our most interesting findings.

Bio:
Danesh Irani is a second year Ph.D student under Dr. Calton Pu.  Prior to joining the Ph.D program at the Georgia Institute of Technology, Danesh worked for IBM Canada for two years in IT Business Management and Security.  He earned his Bachelor's degree with distinction at University of Toronto in 2004.  His research interests lie in analyzing, integrating and solving problems involving large web datasets.
Notes:  

Jeff King








VoIP 3124
ALPACA: A Lightweight Platform for Analyzing Claim Acceptability
Demo:
Users on the Internet see many claims of unknown validity, including assertions of identity or personal attributes, claims of authorization, and statements resulting from online discussion. Some of these claims are obviously true, some are obviously false, and many are in between.  ALPACA is a distributed user-centric framework for organizing, simplifying, and viewing claims and their supporting evidence, with an emphasis on evaluating the credibility of claims based on individual users' previous assumptions.  The initial efforts are focused on helping users understand the validity and provenance of claims made in online discussions.

Bio:
Jeff King is a 6th-year PhD candidate in the College of Computing. He received a B.S. in Computer Science from The University of Virginia, and worked for a small startup company on Public Key Infrastructure problems before coming to Georgia Tech. His research at Tech has focused on identity management and authentication issues.
Notes:  

Apurva Mohan





GTISC Common Area
Demo:

This framework provides Location Privacy through Attribute based Access Control.

The presentity shares different granularities of his location information with other entities, who may hold different verifiable attributes. The frame work captures presentity preferences in configurable disclosure policies, which may be re-configured dynamically. For example, the presentity may choose to disclose his exact location to people holding a specific set of attributes, but may choose to only disclose a lower granularity of his location information for people who hold only a subset of these attributes.

Each user in the system has a network resident agent called the Identity Agent (IdA). The IdA is responsible for running the policy engine, verifying querying users attributes and releasing the proper granularity of presentity location information according to his disclosure policies. The prototype for this architecture is built leveraging several Georgia Tech campus services. All the users are in a single trust domain.  The location information is provided through wireless network based location tracking service and the querying user's attributes are verified using GT directory.

Bio:
Apurva Mohan is a PhD student in the School of Electrical and Computer Engineering at Georgia Tech. His research interests are in the areas of Attribute based Access Control, Location Privacy, Transitive Trust and Attribute Aggregation. He earned a Bachelor of Engineering in Telecommunications from India and Master of Science in ECE from Georgia Tech. Before coming to grad school, he worked as an R&D engineer with Samsung Electronics Corporation. His work at Samsung was focused on design and development of wireless handset protocols for GPRS and UMTS Technologies. In the Summer and Fall of 2005, he worked as an Intern at Schlumberger's R&D center in Paris.
Notes:  

Frank Park







VoIP Lab 3124
Demo:
The IMS (IP Multimedia Subsystem) boasts the capability of providing various features to the users. This is possible through SIP Application Server (SIP-AS) that can accommodate third-party products into the IMS. However, many providers at this stage are hesitant to trust the third-party vendors due to lack to trust on its reliability and security. For example, Sh interface that connects SIP-AS and HSS has been found to be unavailable to many application servers by the current provider, simply because there are no adequate security mechanism to control the access of SIP-AS to HSS. The effect of a rogue SIP-AS can cause information disclosure of private user information and should require an access control in a finer granularity than current implementation without diminishing the availability to properly functioning application servers. The demo will illustrate the capabilities of the SIP-AS over the Sh interface in an unprotected setting.

Bio:
Frank Park is a first year Ph.D. student at GTISC under Dr. Mustaque Ahamad. Frank has received both BS in Computer Science and MS in Information Security at Georgia Tech in 2004 and 2007, respectively.  His current research at GTISC consists of security concerns in the IMS (IP Multimedia Subsystem). The IMS is a next generation telecommunication network infrastructure that allows convergence of currently existing cellular, VoIP, and legacy phone systems into a single IP-based network.
Notes:  

Anirudh Ramachandran





Lab 3110
Demo:  
We present Pedigree, a system that makes the host-based provenance of data sent on the network also available to network elements. Host-based provenance involves tracking the flow of information between host resources (files, processes, etc.) as well as between distinct hosts. By making the "history" of data in network packets accessible to network elements (such as Routers, Network Intrusion Detection Systems, etc.), Pedigree allows for a wide array of new traffic classification approaches, including fine-grained traffic filtering, exfiltration prevention, traceback of worm outbreaks, etc.

Bio: 
Anirudh Ramachandran is a 3rd year PhD student in the School of Computer Science advised by Prof. Nick Feamster. His research focuses on Networking and Network Security with emphasis on building robust systems. He has worked on characterizing and filtering spam based on network-level properties of spammers, flexible sampling schemes for high-speed links, multi-heuristic network-level approaches for early phishing detection, traffic classification by tracking information flow, increasing file availability in BitTorrent, and authentication using social networks.  His honors include the Best Student Paper Award at ACM SIGCOMM 2006.
Notes:  

Oscar Salazar and Alex Okafor



GTISC Common Area
RFID Monitoring Awareness Application

Demo:

Our application has three main parts: RFID Data Collection, Storage, and Visualization. A dedicated server, running under TSO, relays the RFID data received from the scanners. TCPDump, a unix application running on the server, captures the packets and filters out the correct data. It is then piped into the python-based parser. The parser hashes the data and inserts it into the database. The flash-based visualizations request the information from the database. The first visualization is a blueprint of the Klaus floor plan, sensors are represented as tiny white dots on 3 different floors. When an RFID reader scans an RFID chip the dot expands and changes color depending whether the chip is a buzzcard or not. The second visualization is a graph representing the previous days total traffic.

Bios: 

Oscar Salazar

I will be graduating from Georgia Tech in August of 2008, with a degree in Computer Science specializing in networking and security. I became interested in security after taking Internetwork Security at Georgia Tech. I have been involved in research and development with GTISC, and software development for the Chemical Engineering Department. I plan to pursue a career in computer security.

Alex Okafor 
Began my college career here at Georgia Tech in August 2004.  Currently I am a junior and plan to graduate with a bachelor's in computer science. I've always had an interest and curiosity in computers and digital art. Eventually the two melded together and now I plan to pursue a creative career in game development. Throughout my time here I've been involved in research with GTISC, game development competitions, and a co-op position as a programmer/analyst.
Notes:  

